Al-Native Skills Assessment

A practical interviewer template for evaluating Al-native engineering fluency. Five scored
dimensions, a 60-90 minute live session structure, example tasks, a full rubric, and
placement thresholds. Print and use during screen-share interviews.

Candidate Name:

Role:

Interviewer:

Date:

Session Duration (target: 60-90 min):

Assessment overview

This assessment evaluates five dimensions of Al-native engineering fluency through a live screen-share session. Score
workflow and reasoning, not just output. Only 25-30% of senior engineers who list Al tooling on their resume demonstrate
genuine fluency under live observation.

Session structure

1. Warm-up task 10 min Tool fluency, prompt iteration basics, comfort level

2. Applied build exercise 35-45 min All five dimensions under realistic conditions

3. Eval discussion 15 min Eval writing, verification thinking, testing philosophy

4. Cost/tradeoff 10 min Cost/latency reasoning, provider knowledge, architecture tradeoffs
conversation
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Phase 1: Warm-Up Task (10 minutes)

Give the candidate a small, self-contained task. The goal is not the output but observing their tool workflow. Watch how
they reach for tools, not whether they get the right answer.

Choose one warm-up task (or use your own):
» Task A: "Using your preferred Al tool, refactor this 40-line function into smaller units with proper error handling."
(Provide a messy function in the candidate's primary language.)

» Task B: "Write a CLI script that takes a CSV of user emails and checks each against an APl endpoint. Use Al
assistance for the boilerplate.”

» Task C: "Debug this failing test. The function returns the wrong output for edge cases. Use Al tools to identify and fix
the root cause." (Provide a function with 2-3 subtle bugs.)

What to observe (check all that apply):
» Opens Cursor / Claude Code / Copilot immediately and naturally (not after hesitation)
 Writes a clear initial prompt (not vague or overly long)
* Iterates on the prompt when first output is wrong (does not accept blindly)
* Uses keyboard shortcuts and inline commands (not copy-paste from browser)
» Reads and edits Al output before running it (does not run blindly)
» Switches between tools when one is not working well for the task

Warm-up observations and notes:

Warm-up: Pass / Needs attention / Red flag:

Phase 2: Applied Build Exercise (35-45 minutes)

The core of the assessment. Give the candidate a realistic task that requires multiple Al interactions, error recovery, and
architectural judgment. This is where all five dimensions show up.

Choose one exercise (or adapt to the role):

» Exercise A (Full-stack / Al integration): "Build a simple RAG-powered Q&A; endpoint. Given a folder of markdown
files, create an API that accepts a question and returns an answer with source citations. Use any LLM provider and
vector store. Focus on working code, not polish."”

» Exercise B (Backend / API): "Build a webhook receiver that processes incoming events, classifies them using an
LLM call, and routes them to different handlers based on classification. Include retry logic and basic error handling.”

» Exercise C (Automation / Agent): "Create an Al agent that takes a GitHub repo URL, reads the README, and
generates a structured summary with: tech stack, setup instructions, and three improvement suggestions. Use
tool-calling or function-calling patterns."”

» Exercise D (Frontend / Al UX): "Build a chat interface with streaming responses from an LLM API. Include a system
prompt selector, conversation history, and a 'regenerate’ button. Use any frontend framework."

Scoring during the build (check all observed):
Prompt Iteration
* Structures prompts with context, constraints, and expected output format
* Iterates systematically when output is wrong (narrows scope, adds examples)
» Knows when to give up on prompting and write code manually
Tool Fluency
* Moves between IDE, terminal, and Al tools without friction
* Uses inline completions, chat panels, and CLI tools appropriately for different tasks



» Configures tools for the task (model selection, context window, system prompts)
Al-Output Verification

» Reads generated code before executing

» Tests edge cases that the Al is likely to miss

» Catches hallucinated imports, wrong API signatures, or stale patterns

* Does not accept code on plausibility alone

Build exercise observations and notes:




Phase 3: Eval Discussion (15 minutes)

After the build exercise, shift to a conversation about testing and evaluation. This assesses the candidate's ability to write
structured tests for LLM-backed features.

Discussion questions (ask 3-4):

3.1 How would you test the feature you just built? What would your eval suite look like?

3.2 If the LLM provider changes their model version and your outputs drift, how would you detect that?

3.3 How do you handle non-deterministic outputs in automated tests? What thresholds or strategies do you use?

3.4 Describe atime you caught a regression in an Al-powered feature. What was the root cause and how did you
prevent it from recurring?

3.5 What is the difference between unit testing a traditional function and evaluating an LLM chain? Where do
assertions break down?

What strong answers include:
» Mentions structured eval frameworks (LangSmith, Braintrust, custom harnesses)
« Distinguishes between deterministic tests and probabilistic evals
» Talks about golden datasets, human-in-the-loop scoring, or LLM-as-judge patterns
» Describes regression detection as a pipeline, not a manual check

Phase 4: Cost/Tradeoff Conversation (10 minutes)

Assesses whether the candidate understands the economic and architectural tradeoffs of Al in production.

Discussion questions (ask 2-3):

4.1 Your feature uses GPT-40 and costs $1,200/month at current traffic. Product wants to 10x the usage. What do
you do?

4.2 When would you choose a smaller open-source model over a frontier APl model? What are the tradeoffs?

4.3 Your RAG pipeline has 2-second latency. Users complain. Walk me through how you would diagnose and fix
it.




4.4 How do you decide between fine-tuning a model vs. prompt engineering vs. few-shot examples for a specific
use case?

What strong answers include:
» Knows per-token pricing for major providers (OpenAl, Anthropic, open-source hosting costs)
» Mentions caching, batching, model routing, or tiered model strategies
» Understands latency sources (embedding, retrieval, generation, network)
* Can articulate when NOT to use Al (rule-based logic, deterministic tasks)



Scoring Rubric: Five Dimensions

Score each dimension 1-4 based on observed behavior during the session.

1 Writes vague prompts. Accepts first output. No iteration.

2 Iterates but randomly (rewording without strategy). Sometimes accepts bad output.

3 Structures prompts with context and constraints. Iterates systematically. Knows when to stop prompting.

4 Expert-level prompting: few-shot examples, output format specs, chain-of-thought instructions. Adapts strategy per model.

1 Uses only browser-based ChatGPT. Copy-pastes code. No IDE integration.

2 Uses one tool (e.g. Copilot) but does not switch. Limited keyboard shortcuts.

3 Fluent with 2+ tools (Cursor, Claude Code, Copilot). Switches based on task. Uses inline and chat modes.

4 Configures tools per task (model, context, system prompt). Uses CLI, MCP, custom agents. Near-zero friction.

1 No concept of testing Al outputs. "It looks right" is the test.

2 Writes basic assertions but treats LLM output as deterministic. Tests break on valid variations.

3 Uses structured evals: golden datasets, semantic similarity, threshold-based pass/fail. Knows tools like LangSmith.
4 Designs eval pipelines with regression detection, LLM-as-judge, human-in-the-loop scoring. Ships evals as Cl steps.

1 Runs Al-generated code without reading it. Accepts on plausibility.

2 Reads output but misses subtle errors (wrong API versions, hallucinated imports, off-by-one).

3 Catches most errors. Tests edge cases. Cross-references documentation. Questions confident-sounding wrong answers.
4 Adversarial mindset: deliberately probes for failure modes, checks security implications, validates against specs.

1 No awareness of per-token costs or latency sources. Uses the biggest model for everything.
2 Knows costs exist but cannot estimate. No optimization strategy.
3 Knows provider pricing. Can estimate monthly cost for a feature. Suggests caching, batching, or model routing.

4 Designs cost-aware architectures: tiered models, semantic caching, async pipelines, fallback chains. Can defend tradeoffs.



Scorecard

Record scores from the session. Circle or write the level (1-4) for each dimension.

1. Prompt Iteration

2. Tool Fluency

3. Eval Writing

4. Al-Output Verification

5. Cost/Latency Reasoning

TOTAL /20

Senior placement Level 4 on at least 4 dimensions, Level 3+ on the fifth Proceed to offer
Mid-level placement Level 3 on at least 4 dimensions, Level 2+ on the fifth Proceed with mentorship plan
Below threshold Two or more dimensions at Level 1 or 2 Do not proceed

» Session conducted via live screen-share (not take-home)

» Custom problem not available on public repos or coding platforms

 Scored on workflow and reasoning process, not just final output

* Identity verified (camera on, ID check if required)

* Inter-rater agreement target: 80%+ when two interviewers score independently

Recommendation (Proceed / Do Not Proceed / Reassess):

Proposed Level (Senior / Mid-Level / Below Threshold):

Interviewer Signature:

Date:

Second Talent runs Al-native vetting on every candidate: Cursor, Claude Code, LangChain, evals. Under 2% acceptance
rate. Pre-vetted senior Al engineers from Asia, matched in 24 hours. $0 upfront.
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